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Abstract.  With their expanding information assets and the increasing
importance  of  the  knowledge  factor,  organizations  are  increasingly
challenged  to  efficiently  support  knowledge  management  processes
with  appropriate  integration  and  retrieval  technologies.  Besides
traditional  information  retrieval  approaches,  the  use  of  semantic
technologies like Topic Maps is also becoming more important. This
paper  proposes  a  technology framework for  the  automatic  semantic
integration of information. Based on various information repositories,
topics and topic associations are created automatically in real time. In
addition, the first results from a proof of concept in conjunction with
the  European  company  EADS  provide  further  insights  into  the
proposed framework’s applicability in practice.
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1  Introduction and motivation

In  today's  office  environments,  work  is  affected  by  the  escalating  ratio  of
electronic  information,  which  –  mostly  in  the  form  of  documents  –  is
increasingly  badly  structured.  The  challenge  is  therefore  no  longer  to  obtain
information,  but  rather  to  use  it  effectively  and  efficiently  by  specifically
identifying relevant information from the large mass of information available.
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Another substantial trend is that the resource knowledge and its management are
gaining in respect of organizational meaning (see e.g., [VIN00, p. 3], [Rie04, p.
88f]). In the past decade, knowledge has become a crucial competitive factor as it
has a large potential to generate value. Those organizations that are able to utilize
their knowledge resource effectively and efficiently can thus obtain a sustainable
competitive advantage from such value generation (see [Smo06, p. 3f]).

Information  technologies  –  particularly  technologies  relating  to  information
retrieval  and  structuring  –  address  the  challenges  arising  from  information
overflow and extensively support knowledge management to realize sustainable
competitive advantages (see e.g., [Hec02, p. 2]). In the course of the World Wide
Web’s development into the Semantic Web, increasing attention has been paid to
concepts and technologies based on semantic approaches. Besides the creation of
the Semantic Web, semantic technologies like Topic Maps can also be used to
develop  intra-organizational  information  systems  that  address  the  challenges
described above.

In  market-driven  systems,  there  are  essentially  two  options  for  finding  and
retrieving information. These are either a full-text search or accessing a hierarchy
of directories.  Both approaches have indeed proven themselves, but also have
disadvantages (see e.g., [Smo08]).

The advantage of full-text search is its operational simplicity, which has proven
itself with, for example, Google. The user just enters a keyword or a combination
of keywords and receives a result. However, there are also some disadvantages:

• The quality of the result is dependent on the selection and combination of
keywords used in the search. If the keyword is a commonly used word, the
search result can be quite large. The result is presented in the form of a long
list of entries, which the user has to evaluate individually. This process is
rather time-consuming.

• Full-text search only considers the occurrence of one or more keywords in a
single document.  It  does not consider the word’s meaning in the overall
context of the document.  It  may also describe a completely unimportant
issue to the overall document.

• The  relevance  of  a  search  result  is  another  major  challenge  for  search
engines. They do not consider the intention of the searcher or the context of
his information need. Consequently, search engine providers like Google
introduced the idea of sorting search results, which evaluates results in the
form of how often a web page is referred to by other websites.

The advantage of directory hierarchies is that they can be created manually by
aligning the logic of the meaning of the contents and their applicability.  This



Towards an automatic semantic integration of information 171

requires a well-conceived structure that takes the user’s interests into account.
However, this also has disadvantages:

• The information containers (whether documents, emails, or web pages in a
portal) are collated in a specific way. In practice, there are often various
approaches to accessing an information repository. For example, sometimes
the customer view of the information is interesting, then the product view,
and  finally,  a  personally  customized  view.  However,  a  directory  has  to
establish a structure. Modifications, which have resulted over the life of the
organization or the definitions of the project, are difficult to implement.

• Most information is important in more than one context. However, multiple
relationships between information containers in a directory tree generally
lead  to  redundantly  stored  information.  This  is  not  only  a  question  of
resources, but also an obstruction to the modification of any documents.

• The quality of the directory tree depends on the author. The directory tree
reflects the current state of knowledge and of the organization. There may
be information containers that can not be integrated into this directory tree,
for which a work-around has to be found by means of “miscellaneous files”
or similar solutions.

• The information containers in a directory are normally limited to files or
objects of a specific type, such as email. Most systems do not possess a
sufficiently fine granularity with regard to the information containers and
their  relationships.  This  has  a  huge  disadvantage  for  the  overview  and
organization of information.

2  Making each piece of information accessible through various
contexts

The  proposed  technology  framework  offers  an  alternative  to  these  two
approaches. Information containers are cross-linked according to content-based
criteria, which allow a topic map of information containers to be created. This
topic map can be found by means of its context based upon the current focus of
the  user  interest.  Given  that  the  user  is  interested  in  the  business  dealings,
contracts, products, employees, and service calls of a specific customer, all of
this information should be associated with that customer. The information must
come  from various  systems,  and  should  not  be  fed  into  a  central  relational
database, in which the linkages would be unalterable. Any possible context is
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conceivable: A person, a project, a very special document, a meeting, a job, a
message,  and  much more.  In  each  case,  the  proposed  technology  framework
displays the information containers that are important to that context. A profile of
a person may refer to publications within and out-side a company, to projects in
which that person participated, or to contacts. A document can refer to the author,
to  other  articles  enlarging  the  topic,  or  to  topic  areas  that  are,  for  example,
defined as part of a company’s research and development.

This results in a new procedure for the retrieval and interpretation of information
containers.  Instead of  searching  for  terms,  or  following  a  directory  path,  the
search focuses on the context that is currently of interest.  Naturally,  it  is also
possible  to  combine  contexts  to  filter  information.  The  user  will  then
immediately  have  information  that  is  meaningful  to  a  specific  context.  This
allows  the  user  can  discover  connections  in  the  data  inventory  and  draw
conclusions  that  may  result  in  new  knowledge.  Users  may,  for  example,
recognize that a certain employee has specific skills, which distinguish him in his
project experiences, publications, and personal contacts, as well as training.

By utilizing the proposed technology framework, contexts are no longer abstract
concepts, but rather concrete information containers. This framework makes it
possible  to  navigate  from  information  container  to  information  container
throughout  the  data  inventory  by  means  of  automatically  generated  topic
associations. Unlike a directory system, the topic map is not hierarchical and the
topic associations always lead to additional information containers. This is very
helpful for the exploration of data, as well as for targeted searches. The user can
move from one person to his publications and from the publications to sites on
the Internet that  have already taken up the subject or represent an alternative
point of view.

This is  a  new paradigm for  accessing and organizing information.  All  of  the
information  from  a  variety  of  systems  becomes  integrated  and  granularly
classified within a context. In a company, enterprise resource planning (ERP) and
customer  relationship  management  (CRM)  systems  may  consequently  be  as
connected  as  document  management  systems,  communication  servers,  and
collaborative solutions.

3  Proof of concept for EADS

The European company EADS is organized into five divisions. The business unit
“Defense and Communication Systems” is  part  of  the “Defense and Security
Systems” division and forms also the systems house of the EADS group. The
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subsequently presented proof of concept has been conducted jointly with this
business unit.

The  requirements  of  a  proof  of  concept  test  for  EADS  was  an  analysis  of
unstructured data on military information. The unstructured data were delivered
as  Microsoft  Word,  PDF  and  Excel  documents.  The  proposed  technology
framework had  to  automatically  create  a  hierarchical  taxonomy and relations
between the documents. The relations had to be comprehensible. The user had to
have the opportunity to see why a relation had been established. The result of the
analysis was compared with manually created ontologies.

Figure  1  shows  the  user  interface  of  this  proof  of  concept  test.  As  the  data
referred to secret military information, this screenshot shows data from another
source.  On  the  left  there  is  a  category  tree.  Although  this  tree  has  been
automatically created, there are only a few top terms. The user can choose a path
in this tree to select the data shown on the right site. The weight indicates the
extent to which a document relates to the selected path in the tree. If the user
selects one document, all the related documents are shown in the content pane on
the right under the result list. Here, the weight indicates the extent to which a
document relates to the selected document. The “Details” button leads to a pop-
up window explaining the link between the two information objects, which can,
for example, be text similarity, or specific attributes (see the following section for
a description of the algorithms). The user selects a document in this content pane
and the  system shows related  objects.  This  offers  an  opportunity  to  navigate
though the entire document base by means of topic associations.
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Fig. 2. User interface of the proof of concept

The tree of terms gives the user an overview of the content of the document base
as well as related fundamental facts. In this case, the tree shows that “Biber” is a
tank. The quality of information in the tree, as well in the topic map of document
is high and can compete with that of a manually created ontology.

4  The uniform information layer

In order to build this topic map, all of the information containers from various
systems are connected first. This is conducted by the Uniform Information Layer.
With the help of a plug-in framework, an interface is implemented for each type
of information container, which translates the respective container into an object
with a format consistent with the technology framework’s core server. It does not
matter if the information container is an unstructured file or a structured record
from a database or application. The implementation of the interface is very easy.
The  software  engineer just  has  to  take  care  to  get  content  objects  from the
sources and transform them into a generic content object. This generic content
object is semantically typed and contains a list of attributes and meta-data, which
are  used  by  the  core  engine.  Distributed  information  is  consolidated  by  the
Uniform Information Layer into a huge data pool, without redundantly storing
data.
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The result is that a comprehensive full-text search is just as possible as a complex
search using specific information container attributes. Thereby, the context for
data access can be retrieved in a selective manner as indicated above. The topic
map  is  the  result  of  a  three-step  analysis  procedure.  The  topic  map  is
continuously  adjusting  to  new  circumstances  as  soon  as  a  new  information
container is created, modified, or deleted. This happens in real time, without the
need  to  reprocess  the  entire  data  inventory.  This  is  necessary  for  huge  data
inventories as well as processes. They can be smoothly connected with the core
server, which possesses an event-driven architecture. Individual process steps can
be  monitored  and  controlled.  Jobs  that  are  created  by  this  are  automatically
provided with all of the information necessary to complete the task.

Fig. 3. Technology framework

The architecture of the core server consists of the main functionalities (see figure
2), which are integrated in the semantic middleware. The server recognizes new
or changed content, and starts indexing and analyzing this content. The result is
stored in both an index and a content map representing a topic map. Within this
content map, pairs of content objects can be linked by n relations depending on
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the reasons of the link’s generation. Furthermore, each link is weighted according
to its relevancy. A security layer filters or protects data by reflecting the roles and
security requirements of an organization.

The semantic middleware provides four interfaces (see figure 2): The Content
Provider API integrates heterogeneous data sources like described above. The
Analyzer Task API provides functionalities to integrate additional analyses. An
organization may have special needs to create relations or rules like in the form
of an ontology. The Event Listener API integrates a business process engine to
use  new  or  changed  data  as  a  trigger  or  a  control  instance  for  processes.
Eventually, the Client Connector API provides different concepts for representing
generated information in a user interface. The user interface could be a rich client
or  a  web-based  application.  Furthermore,  the  semantic  middleware  could  be
integrated in the SOA environment of an organization.

The  core  server  is  implemented  in  Java  and  is  therefore  executed  on  an
application server following the J2EE specification. Thus, the server is capable
of processing terrabytes of data. We conducted several performance tests. One of
these tests included 3 GB of data to be indexed and analyzed. The document
formats were MS Word, plain text, MS Excel, MS PowerPoint, and HTML. The
initial indexing and analysis were completed within 14 hours. The system was
constantly fully loaded. More than 70% from overall CPU resources were spent
for  I/O  waits.  The  CPU  memory  needed  less  than  400  MB  memory.  The
following test system was used:

• Hardware: Pentium(R) Dual Core 3 GHz, 2 GB RAM

• Software: Windows XP 2002 SP3, JBoss 4.0.4 GA, Sun JDK 1.5_12 

• JBoss JVM heap size configuration: -Xms128m -Xmx512m

5  A combination of three analysis procedures

The analysis  performed by the core server  combines three procedures,  which
together  deliver  an  optimized  result.  The  analysis  process  is  controlled  by  a
journal, which contains every modification in the data inventory as well as all
user interactions with the system.

1. Syntactic analysis: The core server understands this to be an association of
information containers based on key attributes. The key attributes are defined
by the plug-ins indicated above. This may be the sender and recipient in the
case of an email, for example. The core server searches for a correlation to this
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attribute  in  the  huge  data  inventory.  This  is  one  way of  naming  an  email
address  in  a  person’s  profile  or  a  document.  The  email  correspondence  is
bound to a person in the result and is retrievable without manual assignment.
Every  type  of  information  container  can  be  given  any  number  of  key
attributes. Normally, these are structured elements, such as a customer number
or a project reference ID.

2. Pattern  analysis: The core  server  understands  this  to  be  the  creation  of  a
pattern comparison between various contents. For this, the analysis procedure
extracts those terms, which are meaningful, from a text and transforms this
mass  of  words  into  a  data  query,  whose  result  is  listed  similar  to  an
information container. Each information container is provided with a match
value between 0 and 1. Full matches receive the value < 1, while the value 0 is
a threshold value indicating complete difference. The value 1 is provided for
creating topic associations manually. The meaningful terms are processed into
an  information  container  based  upon  the  reciprocal  word  frequency  and
selected. Words with a lower frequency have a higher significance. The terms
with the highest significance are incorporated into the group of meaningful
terms. In comparison, the match value is calculated based upon the number
and frequency of conforming words. Even the word spacing plays its part.

3. Semantic  analysis:  This  procedure  is  based  upon  a  perception  of  the
philosophy of languages: that the meaning of language arises from its usage
and  is  continuously  redefined  in  new  ways.  The  meaning  of  information
containers  arises  analogously  through  their  usage.  They  change  over  the
course of time and shift the context or relevancy of their usage until obsolete
documents become useless. For this reason, the core server monitors all of the
user  interaction from the creation of  information to modification and even
deletion. Even simple retrieval is monitored. A special algorithm reprocesses
the  relationship  of  information  containers  after  each  journal  entry.  If  two
information containers are often retrieved or edited in a given sequence, the
system can make the conclusion that a meaningful context exists. This grows
as the pattern is repeated. The relevancy of an topic association may however
decrease, if one set of topic associations is used more often than another. In
this  manner,  every topic  association  receives an assigned relevancy,  which
enables the user to make selections more easily when, for example, several
documents were assigned to one person.

It does happen that two information containers are associated with each other
based upon two or even all three of the procedures. As a fourth option, manual
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association  should  also  be  mentioned.  It  may  good  be  that  there  are  several
reasons why two information containers have been connected with each other by
syntactic analysis. For this reason, there may be not just one topic association
between  two  information  containers,  but  rather  n  topic  associations.  The
weighting of the topic associations, which are only displayed as one, is taken
from an average of the individual weightings. The reason why a topic association
has been created can be optionally shown to the user. In this manner, the system
remains comprehensible.

6  Querying associated information

Information containers  can  be  reached  through their  context.  The  technology
framework  offers  to  use  a  query  for  this,  which  specifically  selects  the  data
inventory. Unlike a pure full-text search engine, the core server can search for the
specific attributes and attribute values of an information container. Bookmarks
assist with remembering complicated queries and can always be retrieved again.
Now,  it  is  possible  that  there  are  many  additional  information  containers
associated with a single information container,  as with a project.  The context
search  becomes  important  in  this  event.  For  this  context  search,  a  query  is
applied  to  the  information  container,  which  is  associated  with  the  specific
information container.

Every modification in the data inventory triggers an event, which can be used in
the core server as the cause for an action. This even includes the discovery of a
new context. An action might be the notification of a user or also the fact that the
system is modifying or creating new data. In this manner, a service inquiry by a
customer  can  be  automatically  answered,  be  forwarded  to  the  corresponding
clerk, and a ticket for the reply to the inquiry created. Complex processes can
even  be  connected  to,  and  controlled  by,  existing  deployed  business  process
management  (BPM) solutions.  The  potential  applications  are  innumerable.  In
addition to process control across systems in a company, research, competition
and opinion trends can be monitored. All of the information is available as soon
as it is published, whether in a company network or in the Internet. The starting
point for the monitoring does not have to be one or more search terms; it might
be complete documents describing a subject. This last item can be the starting
point for a search and pull in relevant information from a huge pool, just like a
magnet.  The  description  of  research  topics,  products,  or  markets  would  be
conceivable. Even patent specifications can be compared with the current state of
research.
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7  Conclusions and areas for future research

In  this  paper,  we  have  presented  a  technology  framework  for  the  automatic
semantic integration of  information.  Besides introducing basic  paradigms and
concepts, we have also indicated a combination of three analysis procedures. In
addition, some first results from a proof of concept in the European company
EADS  have  been  presented.  In  the  context  of  this  case,  an  analysis  of
unstructured data  on military information as well  as  an automatically created
hierarchical taxonomy and respective relations between information objects have
been  specifically  investigated.  It  could  be  demonstrated  that  the  presented
automatic approach could keep up with the intellectual modeling of knowledge
structures.

One major area for future research is gaining more detailed insights and practical
experiences  by  applying  the  proposed  framework  in  various  environments.
Besides  the  conceptual  considerations  covered  by  this  study,  the  described
concepts and benefits make it necessary to determine practical impacts when the
framework is employed, i.e. during more proof of concept projects in real life
environments. In addition, business cases should be defined for deploying and
running the framework to gain further economic insights.
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